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1 Abstract
Survey documentation is usually produced after data collection ends, by hand, from sources that have 
already drifted apart. The Blaise data model records exactly what was asked, in what order, under what 
conditions, and in which languages, yet that knowledge is hard to reach once the instrument is in 
production. Codebooks get re-typed from specification documents, question wording is paraphrased, 
routing context is lost, and the resulting catalog cannot answer the question researchers actually ask: who 
was asked this question, and which earlier answers decided that?

This paper argues that documentation should be a byproduct of collection rather than a separate 
deliverable produced afterwards. We describe a production pipeline in which questionnaire metadata is 
captured once as DDI Lifecycle, published to Blaise 5 for data collection, and deposited in the same act 
into Colectica Repository for publication. Because instrument and documentation derive from one 
versioned source, every variable in the published catalog carries a resolvable link to its source question, 
the response options as administered, the universe, the concept measured, and the routing context in 
which the question appeared.

We then examine what this makes possible downstream. The repository web portal supports variable-
level search across studies, question-in-context display, concordance views aligning comparable variables 
across waves and surveys, and full version history for every item. The same metadata is exposed for reuse 
through a REST API, OAI-PMH in DDI Lifecycle 3.3 and Dublin Core, and RDF, so holdings are 
harvestable by external discovery services rather than confined to a single website.

We report practical lessons from production deployments, including how to treat instruments already 
written in Blaise, where automated extraction suffices, and where human curation remains necessary. We 
close on governance and transparency, including the value of machine-actionable question metadata as 
trustworthy grounding for AI-assisted discovery.

2 Introduction
Most survey organizations document their data after the fact. A questionnaire is specified in a word 
processing document, a programmer implements it in Blaise, and after data collection a documentation 
team writes a codebook based on the specification or on the labels in the data file. Each of these steps is a 
separate transcription, and each one is an opportunity for the documentation to drift away from what was 
actually fielded. The result is a codebook that lists variable names and values but cannot reliably say 
under what conditions a question was asked, which earlier answers routed the respondent to it, what the 
respondent saw, or what the question looked like in another language.

In Blaise the field name is already the variable name in the data file, so the link from a variable to its field 
is not the problem. The routing is. The rules that decide whether a field is asked are spread across nested 
IF statements in several blocks, and a codebook typically reduces them to a one-line universe statement 
written by hand, if it records them at all.

The Blaise data model already contains most of this information. The problem is not that the information 
was never recorded, but that it is not carried forward into the documentation.



This paper describes an approach in which the questionnaire specification, the Blaise instrument, and the 
data documentation all derive from a single source. The specification is created in Colectica 
Questionnaires and stored as DDI Lifecycle metadata. Blaise 5 source code is generated from that 
metadata. The same metadata is published to Colectica Repository, where the dataset description is linked 
back to the questions. Because the instrument and the documentation come from the same items, the 
routing conditions, the universe, and the question wording in the documentation are the ones that were 
fielded, and none of them need to be re-typed.

We have described parts of this approach at earlier Blaise conferences. In 2018 we introduced grids, 
rosters, fills, and Blaise generation in Blaise Colectica Questionnaires [1]. In 2020 we described Colectica 
Question Bank and its approval workflow [2]. In 2023 we presented a Blaise 5 to DDI Lifecycle converter 
that uses the Blaise API [3]. This paper covers the full pipeline as it exists today, including the new 
version of Colectica Questionnaires, and then looks at what the resulting metadata makes possible in 
Colectica Repository and its Web portal. The last sections cover instruments that were written directly in 
Blaise, lessons from production use, and the use of the metadata as a source for AI-assisted discovery.

3 The Blaise Data Model and DDI Lifecycle
A compiled Blaise data model is a complete description of a survey instrument. It contains every field 
with its data type and valid range, the question text and interviewer instructions for every field in every 
language, and the enumerated types, which are the response options as the respondent saw them. It 
contains the rules, which define the routing; every IF and ELSEIF in the rules section describes the 
universe of the fields it encloses. It contains the blocks, arrays, and tables that structure the instrument, 
the computations that derive values during the interview, and the special answers, Don’t Know and 
Refusal, with the fields that allow them.

DDI Lifecycle is an open metadata standard maintained by the DDI Alliance, a consortium of statistical 
agencies, data archives, and research organizations [4]. The earlier DDI Codebook standard described a 
single data file and made no distinction between a variable and the question that produced it. DDI 
Lifecycle was designed to describe survey specifications as well as the resulting data, and to follow the 
data from questionnaire design through collection, processing, distribution, and archiving. It models 
questions, response domains, instruments, and routing separately from variables and datasets, and links 
them by reference. Every item has a unique identifier and a version number, so questions and code lists 
can be reused across surveys and every change can be tracked. Colectica and Statistics Netherlands both 
took part in drafting the standard, with the aim that the structure of a Blaise survey could be described in 
DDI. DDI Lifecycle remains the DDI Alliance’s current standard for describing survey instruments and 
the data they produce, and it continues to be developed: version 3.3 was published in 2020, and version 
4.0, which adds an official RDF representation, is in progress [9]. It is in production use at national 
statistical organizations, data archives, and longitudinal studies, and the Colectica products are built on it.

The 2023 paper described the correspondence between these structures and DDI Lifecycle [3]: fields 
correspond to questions and the variables they produce, enumerated types to code lists and categories, 
blocks to sequences, rules to control constructs such as IfThenElse, arrays and tables to loops and 
question grids, and computations to DDI computation items.

Some information is not in the data model and must be supplied by people: the concept that a field 
measures, whether a field is comparable to a differently named field in a previous wave, the universe 
stated in words rather than as a Blaise expression, study-level information such as the title, fielding 
period, sampling design, and rights statement, and derived variables created after collection in a statistical 
package. A practical pipeline automates the first list and reserves human effort for the second.



4 Colectica Questionnaires
The Colectica Questionnaires user interface has been re-designed from the ground up. It remains a 
desktop application for designing surveys. Two editions share the same designer. Blaise Colectica 
Questionnaires adds Blaise 5 source code generation and Blaise-specific validation checks. This section 
describes how the re-written application models a survey, because that model is what makes the rest of 
the pipeline possible.

4.1 Survey Items and Identifiers
A survey in Colectica Questionnaires is not a single file. It is a set of DDI Lifecycle items: the instrument, 
its sequences, its questions, its code lists, its computations, and its edit checks. Each item has an agency 
identifier, a unique identifier, and a version number. The application asks for the organization’s agency 
identifier before the first survey is created, so every item is stamped with its owner, and items from 
different organizations cannot collide.

Identifiers are what allow items to be reused. When a question is used in two surveys, both surveys 
reference the same item. The editor for a reused question shows how many places use it, since an edit 
affects all of them. When a separate copy is wanted, the application creates one with a new identifier. The 
same identifier is what a variable in a published dataset later refers to.

Editing takes place in a local workspace on the user’s machine. Saving writes to the local workspace only, 
so a survey can be designed and tested offline. Publishing, through the Synchronize dialog, sends the 
changed items to Colectica Repository. Each published change creates a new version with a date, a user, 
and a message.

4.2 Item Types
The application supports the item types from earlier versions: descriptive text and notes; multiple choice, 
text entry, numeric entry, date, and time questions; choice grids, in which rows share one response scale; 
question grids, in which rows have typed columns; and rosters, which repeat a group of items once per 
member. Sequences, computations, and edit checks provide the structure. Blaise Colectica Questionnaires 
adds the Data Lookup item.

Question text may contain fills. A fill is declared as a named token on the question and is bound to an 
earlier answer or computed value through an input parameter. Because the binding is separate from the 
question, a question with a fill can be reused in several surveys, with the fill drawing from a differently 
named source in each.

4.3 Display Logic, Edit Checks, and Computations
Display logic, fills, edit checks, and computations all read earlier values, and together they form a 
dependency graph over the survey. The Routing page displays this graph, as shown in Figure 1.

The validation checks report broken conditions, where the source of a condition has been deleted or 
moved after the item that reads it, and unreachable items, whose conditions can never all be true.

Display logic, edit checks, and computations can be specified in three ways.

A formal expression is built with the expression editor from a subject, an operator, and a value. The 
application can evaluate formal expressions in the live preview, draw them on the Routing page, translate 
them into export formats, and warn when they break.

A description is plain text, such as “Ask only of respondents who worked last week.” A description can 
express anything and documents the intent for human readers, but the application cannot evaluate it, and 
the Blaise generator cannot turn it into rules.



Native Blaise code, in Blaise Colectica Questionnaires, is passed through to the generated source 
unchanged. Inputs and outputs are referred to with tokens in double curly braces, and the generator 
replaces the tokens with the field names in use in the current survey, as described in the 2020 paper [2]. 
The application treats native code as opaque: it is documented and exported, but not evaluated.

The recommended practice is to use a formal expression where the expression editor can express the 
logic, a description where only a person can, and native code only where Blaise requires something the 
neutral form cannot express. A description can also be recorded alongside a formal expression or native 
code, and this description is what appears in the generated documentation.

Figure 1. The Routing page shows each section and its questions, with the condition under which each 
conditioned question is asked.

4.4 Languages
The languages of a survey are an ordered list, and the first language is the source language. Translation is 
done per string rather than per document. Question text, instructions, labels, choice labels, and edit check 
messages each hold their own set of language versions. Where a translation is missing, the application 
falls back to the best available language, so a partly translated survey shows the gaps in context in the 
preview. Because code lists are shared items, the labels of a code list are translated once, however many 
questions use it, and the translation travels with the item when it is published. The Translations page, 
shown in Figure 2, lists every string in the survey with its source text and its translation, and tracks how 
much of the target language is complete.

Figure 2. The Translations page, with the English source text and the French translation of each string.



4.5 Custom Fields
Custom fields record information that the standard fields do not cover. A field is defined once and then 
appears on every item of the kind it applies to. Examples include a review status, the questionnaire a 
question was adapted from, or a link to a concept in a repository. This is where the human-supplied 
metadata from Section 3 can be entered, at design time rather than after fielding.

4.6 Output Variables
Every question produces one or more output variables. A simple numeric question produces one variable. 
A multiple choice question that allows several selections produces one variable per choice. A choice grid 
produces one variable per row, and a question grid one variable per row and column. Computations 
produce their outputs as derived variables.

Variable names are derived from the question name by a predictable scheme. The Outputs page lists every 
output variable in the survey with its source item, its data type, and the rule that produced its name. The 
list can be saved as CSV and reviewed before any data are collected. Names can be overridden where a 
naming convention or an existing dataset requires specific names.

The output names are used everywhere downstream. The DDI 3.3 export carries them as metadata. In 
Blaise Colectica Questionnaires, the generated Blaise fields use them as field names. The variable name 
in the archive, the field name in Blaise, and the name in the specification are therefore the same, because 
the name was only entered once.

4.7 Validation
Every export first runs the validation checks. An error means the survey is inconsistent, for example an 
input that is not connected to an answer, a question with no answer type, or a duplicate choice value or 
output name. A warning is a quality problem to review, such as an unbounded roster or a name an 
exporter will rewrite. The Specification, Paper Form, and DDI 3.3 exports proceed regardless of the 
findings. The Blaise 5 export will not run while any error remains.

5 Generating Blaise 5 Source Code
The Blaise 5 export generates Blaise source code from the open survey. The user chooses the output 
location, chooses whether to combine sequences into a single block or generate one block per section, and 
can optionally have the generator compile the result and launch it in the Blaise Data Entry Program. The 
generator writes a data model, a project file, and a solution file, and optionally include files for the type 
definitions and the fields of each block.

The generator produces the following.

• Formal display logic, edit checks, and computations become Blaise rules; hard edit checks 
become CHECK statements and soft edit checks become SIGNAL statements.

• Native Blaise code is copied into the source with its tokens replaced by field names, output 
variable names become field names, and code lists become TYPE definitions written once.

• Interviewer instructions become the HELP role text, and the question label becomes the 
DESCRIPTION role text.

• Choice grids become a GROUP with a table layout, question grids a row block with a table 
layout, and rosters a block, an array, and a FOR loop.

• Fills become Blaise text substitutions, each survey language becomes a Blaise language, and the 
Don’t Know, Refusal, and empty settings become DATAMODEL attributes that a question can 
override.

• A Data Lookup item becomes a USES declaration and a LOOKUP on an external data model.



Two aspects of the generated source are useful for documentation. Every declaration is preceded by a 
comment containing the item’s name, label, description, and DDI URN, so a programmer reading the 
source can see which item each field came from. The generator also writes tab-separated mapping files 
that relate DDI URNs to the generated names of types, categories, fields, and block-qualified fields. After 
data collection, these files allow the columns of a data file to be matched to their DDI variables and 
questions automatically.

Blaise Colectica Questionnaires adds validation checks specific to Blaise 5, which report what the 
generator cannot express or will change. A choice value that is not a whole number, display logic or an 
edit check with only a description, and a while or until loop are errors, because there is nothing the 
generator can produce for them. A name that is not a valid Blaise identifier, a date type that will be 
exported as text, a caret in question text, a computation with no formula, and a token in native code that 
matches no input or output are warnings. These appear in the same validation rail as every other finding, 
and errors must be cleared before the export will run.

6 Publishing to Colectica Repository
Publishing a survey to Colectica Repository allows a team to share work. Publishing to the repository also 
versions the instrument, its questions, and all other items; no separate documentation step is required. The 
dialog shows three sections: changes to publish, updates available from the repository, and conflicts 
where both sides changed the same item. Conflicts are resolved item by item. The message the user enters 
when publishing is stored with the version.

6.1 History, Comparison, and Comments
The History page lists each published version with its date, user, and message. The Compare page shows 
the differences between any two versions as a list of added, removed, modified, and moved items, with 
changed text shown word by word, as shown in Figure 3.

Figure 3. The Compare page, showing the changes to questions between two published versions of a 
survey.

Comments are discussion threads on survey items. They are stored in the repository, so a reviewer’s 
comment on a question is attached to that question rather than to a paragraph in an email.

6.2 Reusing Items from the Repository
The repository also serves as a question bank. A user can insert a question, a composite question, a 
descriptive text, or a whole sequence from the repository as a shared reference. The Question bank 
searches question text, names, labels, and descriptions, and a DDI URN can be pasted to find one item 



directly. When a newer version of a reused item is published, the item’s card shows an Update available 
tag, and the Synchronize dialog can adopt the new version. The application can also search the repository 
while a user types a new question and suggest up to three existing questions with similar text.

6.3 From Questions to Datasets
Colectica Designer can generate a dataset description from a survey instrument in a single step. Variables 
are created from the outputs of the questions, and each variable references its source question. The 
response options, the question text in every language, and the routing context are therefore all reachable 
from the variable. When the data file is available after fielding, exported from Blaise in a statistical 
format, Designer describes it as a physical instance of the dataset and can compute frequencies and 
summary statistics to store with the metadata.

At this point the repository can answer the question from the introduction. The instrument records the 
sequence each question sits in and the conditions that gate it, so the universe of a variable can be read 
from the routing rather than written by hand. The variable refers to its question, and the question refers to 
its code list, its instructions, its parameters, and every instrument that uses it. Each of these items has an 
agency, an identifier, and a version, and each reference points to a specific version.

7 Colectica Portal
Colectica Portal is the web front end for Colectica Repository. The features described in this section are 
all views over the same set of items.

7.1 Search
Colectica Portal indexes the latest version of every item in Elasticsearch, with language-specific analyzers 
for names, labels, descriptions, question text, and interviewer instructions. Results can be filtered by item 
type, by series, study, or instrument, and by custom fields, and a single query searches every study in the 
repository.

7.2 Variable and Question Pages
The variable page shows the question text near the top, followed by the universe, the concept, the 
conceptual and represented variables, the stored statistics, the code list with its missing values, and a 
lineage tree of the variables it was derived from and the variables derived from it. The question page 
shows the question text, the interviewer instructions, each response domain, and the variables produced 
from the question. It also shows the question in context: for each instrument that contains the question, 
the Portal displays the previous and next questions and links to the complete instrument, where a 
flowchart and a summary list each question with the routing conditions that enclose it.

7.3 Concordance
The Explore page is organized by topic. Selecting a concept produces a concordance table in which each 
row is a conceptual variable, each column is a dataset, time period, or population, and each cell is the 
variable that measures that concept in that dataset. The table is computed from the references in the 
metadata rather than configured by hand. Selecting a row shows comparative statistics, and a Compare 
Codes view shows how the response categories differ between datasets. The prerequisite is the curation 
step described in Section 3: someone must record which variables measure the same thing.

7.4 Version History
Every revision of an item is kept, with the user who committed it, the date and time, and an optional 
message, and items are normally deprecated rather than deleted. Every item page shows the agency, 
identifier, version, and DDI URN, and a History tab lists the previous versions with a comparison view 



between any two of them. An item address without a version resolves to the latest version, and an address 
with a version always resolves to that version.

7.5 REST API, OAI-PMH, and RDF
The same metadata is available to other software. The REST API, documented with Swagger, retrieves 
items and their version history, runs queries, follows relationships, expands sets, and returns DDI 3.3 
XML or JSON. The OAI-PMH endpoint supports the standard verbs with resumption tokens and offers 
two metadata formats: oai_dc, with Dublin Core fields and a dc:identifier of the form 
urn:ddi:agency:identifier:version, and oai_ddi33, which returns a DDI Lifecycle 3.3 fragment instance. 
Sets correspond to item types, and the default set list includes questions, code lists, physical instances, 
and variables as well as studies and instruments, so a harvester can collect variable-level records. 
Sitemaps are generated for each item type, so the contents of a public portal can be indexed by web search 
engines. Colectica Repository can serialize its items as RDF using Dublin Core terms. This support is 
forthcoming, and is enabled by the upcoming DDI Lifecycle 4.0 with its official RDF representation [9].

8 Existing Blaise Instruments
Most Blaise instruments in production were not designed in Colectica Questionnaires, and a pipeline that 
only works for new surveys is of limited use to an organization with many years of existing data models. 
Two tools bring existing instruments into the same repository.

Colectica Designer imports Blaise source code directly. The parser reads Blaise 4 and Blaise 5 source, 
follows include files, and converts fields to questions, enumerated and classification types to code lists 
and categories, string and numeric types to text and numeric domains, and blocks to sequences. It 
discovers the languages and modes declared in the data model and lets the user map each one to an ISO 
language and to a metadata element, so that a Blaise language named INT, for example, can be stored as 
interviewer instructions rather than question text. Blaise text formatting is normalized, and fills are 
preserved as tokens. Routing is captured as IF, ELSEIF, and ELSE constructs, loops, and computations. 
The conditions themselves are stored as Blaise source code, tagged with the language name, rather than 
translated into formal expressions. Checks, signals, and assignments are captured as computation items 
containing their original source.

The Blaise Colectica DDI Connector, introduced in 2023 and developed together with Statistics 
Netherlands, reads the compiled data model through the Blaise API instead of parsing source code, so it 
keeps up with changes to the Blaise language without a separately maintained grammar [3]. It also 
computes a hash of the content of each question and code list, so identical items that appear in many 
instruments can be recognized and reused rather than duplicated, either within a single conversion or 
against items already in a repository. Both tools produce identified, versioned DDI items that can be 
written to a file or directly to a repository.

8.1 Where Automated Extraction Is Sufficient
Automated extraction covers what the data model contains: fields become questions with names, text, and 
instructions in every language, types become code lists, and blocks and rules become the structure of the 
instrument. An organization can convert its existing instruments and immediately search the question text 
across all of them, and the Portal displays each imported routing condition as Blaise code next to the 
questions it governs.

8.2 Where Human Curation Is Still Needed
Curation is needed for what the data model does not contain, and for a few things it contains in a form 
that only a Blaise programmer can read. Concepts and conceptual variables must be assigned before 
concordance views can be built; content hashes find exact duplicates, but a person is needed to say that 
two differently worded questions measure the same thing. Universe statements in plain language, study-



level metadata, and derived variables created after collection must all be written by people. Where an 
evaluable and portable condition is wanted rather than opaque source code, the Blaise expression must be 
restated as a formal expression. When an instrument was programmed from a separate specification 
document, someone must record which specification question each Blaise field implements. In one large 
panel survey we work with, this link is a mapping table maintained by survey staff and read by the 
metadata pipeline, and maintaining it is a recurring cost that a single-source approach avoids.

9 Lessons from Production Use
Several lessons have come up repeatedly in production deployments.

Document the instrument that was fielded. Convert the compiled data model that ran in the field, at the 
version that ran, rather than the specification that was intended, since where the two disagree the 
instrument is what produced the data.

Decide output names before fielding. The Outputs page exists so that the full variable list can be reviewed 
while renaming is still free. Most organizations have a naming convention, and it should be applied before 
the first case is collected.

Prefer formal expressions, and describe what cannot be formalized. Formal expressions can be evaluated, 
previewed, and exported to other platforms. Native Blaise code is sometimes necessary, and when it is 
used, a description recorded alongside it is what readers of the documentation will see. Logic that exists 
only as a description cannot be generated at all.

Treat translations as strings with a declared source language, and map Blaise language names to ISO 
language codes at import time, since that determines whether a search in Norwegian finds Norwegian 
text.

Deduplicate automatically, then link conceptually. Content hashes find exact reuse cheaply, and linking 
variables to concepts, which is what makes concordance possible, is a separate and deliberate step.

Publish deliberately. Repository roles and item-level permissions control who can see and change each 
item, and Colectica Workflow moves approved items from an internal repository to a public one so that 
non-public information does not reach the public catalog.

10 Governance and AI-Assisted Discovery
The approach described in this paper depends on one property: every item is identified, versioned, and 
attributed to a user. This is what makes governance practical. An organization can say who changed a 
question, when, and why, show a researcher the exact wording administered in the wave being analyzed, 
deprecate an item without losing the record of where it was used, and make its holdings available to 
harvesters and other tools while keeping the authoritative copy under its own control.

The same property makes the metadata a suitable source for AI-assisted discovery. It is tempting to give a 
language model a folder of codebook PDFs and ask it who was asked a question. The model will produce 
a fluent answer, but the answer is a summary of a document that was itself a transcription. A better 
approach is to give the model access to the catalog.

Colectica Portal exposes the repository to AI agents through a Model Context Protocol (MCP) endpoint. 
The endpoint is read-only and stateless. Its tools search items by text, type, and set; return the metadata 
for an item in a compact typed form; list the variables or questions in a study, instrument, or dataset; 
summarize what a set contains and how well it is covered by concepts, universes, time, and geography; 
find similar variables or questions; compare them; find related items; trace lineage from a variable back to 
its question and forward to derived variables; and list the codes of a code list, variable, or question.

Similarity scoring is deterministic and explainable. It is based on shared concepts, lineage, representation, 
and normalized text, and it returns a score with the reasons for it, rather than an embedding distance. The 



endpoint states its privacy boundary to the calling agent: the tools return catalog metadata and never raw 
DDI XML, attachment contents, credentials, or observation data. Access is controlled by the same 
authentication as the Portal, with OAuth protected resource metadata, per-user rate limits, and the Portal’s 
anonymous access setting.

The result is that when an agent is asked who was asked a question, its answer is the routing condition 
from a specific version of a specific instrument, identified by a DDI URN that resolves to a Portal page a 
person can check.

11 Summary
The Blaise data model records what was asked, in what order, under what conditions, and in which 
languages. Survey documentation has fallen short not because this information was missing, but because 
it was not carried forward. When questionnaire metadata is captured once as DDI Lifecycle, used to 
generate the Blaise 5 instrument, and published to a repository as part of the same process, the 
transcription steps where drift occurs are removed. The resulting catalog can answer questions at the 
variable level, align comparable variables across waves, show every version of every item, and provide 
the same metadata to harvesters, to other software, and to AI agents, with a resolvable identifier attached. 
For instruments that already exist, automated extraction from the data model covers what the instrument 
contains, and human effort can be spent on what it does not.
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